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Figure 1: Our Lazy Selection tool allows a user to quickly select desired shape element(s) with a scribble-based user interface. Note that
roughly drawn scribbles are sufficient to express the user’s intention, making our tool effectively applicable to imprecise input means, e.g.,
touch input systems.

Abstract
This paper presents Lazy Selection, a scribble-based tool for quick
selection of one or more desired shape elements by roughly stroking
through the elements. Our algorithm automatically refines the selection and reveals the user’s intention. To give the user maximum
flexibility but least ambiguity, our technique first extracts selection
candidates from the scribble-covered elements by examining the
underlying patterns and then ranks them based on their location
and shape with respect to the user-sketched scribble. Such a design
makes our tool tolerant to imprecise input systems and applicable
to touch systems without suffering from the fat finger problem. A
preliminary evaluation shows that compared to the standard click
and lasso selection tools, which are the most commonly used, our
technique provides significant improvements in efficiency and flexibility for many selection scenarios.
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Introduction

Manually selecting shape elements or objects is one of the most
frequently performed tasks in various editing scenarios, e.g., manipulating a vector graphics image or 3D scene. Mainly due to
its simplicity, click-based selection has been one of the most commonly used tools, and is adopted in almost every graphics editor
(e.g., Adobe Illustrator, Autodesk Maya etc.). However, since it requires every click to be placed exactly within the boundary of an
element of interest, such a click-based operation demands intense

visual attention and requires accurate means of input. It is expected
that its performance would degrade when target elements are small
or displayed on screens of small size (e.g., on smartphones). Given
the frequent usage of the selection operation, even a slight improvement in its efficiency would save significant user time as a whole.
In this work, we explore a new element selection tool based on a
scribble-based user interface (UI). Scribble-based UI has already
been successfully used for interactive segmentation of bitmap images and 3D models (Section 2). Compared with click-based UI,
we anticipate the scribble-based UI for element selection to provide the following advantages. First, besides the location information of a user-specified scribble, its shape information can be potentially employed to more effectively recognize the user’s intent,
through shape matching between the scribble and its covered elements (Figure 1). Second, unlike discrete clicks, continuous scribbles naturally support the selection of multiple elements in a single
action and more importantly allow the user to quickly select a desired group of elements by analyzing the underlying patterns among
elements (Figure 1). Third, such a UI would be more tolerant to errors due to either imprecise input means or casual selection, since
the selection decision is made not based on only the input location
information alone. This is highly beneficial especially for touch
input systems (Figure 1), where accuracy is diminished by the fat
finger problem [Au et al. 2012].
However, automatically picking the desired element(s) from the set
of elements (partially/fully) covered by a user-specified scribble is
not an easy task. For example, it is unclear whether the shape of
either individual elements or groups of elements should be used for
matching (Figure 2 (a) and (b)). Still, the role of the scribble shape
information might vary case by case. In some cases (Figure 2 (c))
there might be no explicit shape relationship between the scribble
and the desired element(s). In addition, the grouping information
is unknown and has to be derived on the fly, which is a challenging
problem on its own. Whether a single group or multiple groups of
elements are desired also remains unknown (Figure 2 (d)). In short,
there is no obvious decision strategy for revealing the user’s intent
from the scribble.
To address the above problems, we present a two-phase approach.
First, we establish a set of selection candidates, one of which the
user might intend to select (Section 3.1). To unify the various selection possibilities involving a single element, a group of elements,
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Figure 2: Automatically revealing the user’s intention is nontrivial.
or multiple groups of elements, we adopt a bottom-up grouping
procedure to form a hierarchical representation of the involved elements, with each node in the hierarchy corresponding to one selection candidate. Second, we rank each selection candidate based on
its location and shape with respect to the scribble (Section 3.2). Instead of performing explicit shape matching, our formulation relies
on implicit encoding of shape information and thus gives the user
the maximum amount of flexibility in specifying the scribble. This
makes our technique support click, scribble, and painting selection
in a single tool.
This paper presents the main application of our tool to smart selection of shape elements in images represented as 2D closed polygons. By conducting a user study, we demonstrate that our technique is more efficient and robust than the standard click and lasso
selection tools for many selection tasks, especially when working
with touch-based input devices. We also show that simply rasterizing shape elements and employing interactive segmentation techniques operating at the pixel level usually do not lead to satisfactory
results. Finally, we extend our method and present basic results for
interactive selection of predefined segments or parts of 3D models.

2

Related Work

Tools for Ungrouped Elements Selection. Besides click-based selection, modern vector graphics or 3D modeling editing systems
commonly support marquee and lasso selection tools, mainly tailored for selecting a group of elements. These two tools make
the selection decision solely based on whether individual elements
are (partially/fully) enclosed by a user-specified rectangle or freehand region. Therefore, their performance is highly sensitive to
spatial arrangement of desired elements with respect to other elements [Lank and Saund 2005]. For example, with these tools it is
inconvenient to select the elements of interest that are interlaced
with other elements (Figure 2). To facilitate efficient selection of
ungrouped content, various research prototypes have been proposed
(see an insightful survey in [Leitner and Haller 2011]). Speeddependent tolerance is a common strategy adopted to support imprecise selection gestures, e.g., used in Sloppy Selection [Lank
and Saund 2005], DynaSpot [Chapuis et al. 2009], Harpoon Selection [Leitner and Haller 2011] etc. However, like click and lasso
selection, these techniques select a target solely based on whether
the target is touched or enclosed by a selection gesture with tolerance.
Perceptual Grouping of Elements. It is well known that users tend
to group elements with certain characteristics in common. This
preference has been formulated into various computational mod-

els (see [Kubovy and Van Den Berg 2008] and references therein).
Recently Nan et al. [2011] present a computational framework for
modeling a conjoint of the well-known Gestalt principles and show
its application to structural abstraction of architectural drawings.
Such techniques (e.g., a similar tool implemented as Magic Wand in
Adobe Illustrator) are beneficial if users are interested in selecting
all similar objects in the entire scene. However, they lack local or
direct selection control. Several techniques have been proposed to
select a group from possibly overlapping groups, including repeated
clicking cycles, pose matching and path tracing [Saund and Moran
1994; Saund 2003]. Our work offers a more general and powerful
selection tool, rendering pose matching and path tracing as special
cases of ours. Our tool thus eliminates the need of choosing among
selection methods [Saund and Moran 1994; Saund 2003].
Scribble-based User Interfaces. Scribble-based UI has been extensively used for interactively cutting out regions of interest from
bitmap images (e.g., [Li et al. 2004; Liu et al. 2009]), videos (e.g.,
[Wang et al. 2005; Bai et al. 2009]) or 3D models (e.g., [Ji et al.
2006; Fan et al. 2011]). It has also been adopted for various interactive applications such as appearance editing [Lischinski et al.
2006; An and Pellacini 2008; Xu et al. 2009], repeated element extraction [Cheng et al. 2010], and colorization of images [Levin et al.
2004] or cartoons [Qu et al. 2006; Sýkora et al. 2009]. However,
unlike ours, which essentially goes through a selection refinement
process (i.e., focusing on only the elements that are roughly painted
by a brush), all these existing techniques expand the selection from
the user-specified scribbles to other regions in the image or model,
typically via an edge-aware propagation procedure. All of them require the scribbles to be precisely within the regions of interest except for AppProp [An and Pellacini 2008] and LazyBrush [Sýkora
et al. 2009], which support imprecise scribble placement like ours.
However, due to the different nature of the problems (pixels/triangle
facets vs shape elements), none of these existing solutions is applicable to our problem.
Sketch-based Retrieval. Our work is also related to content-based
retrieval of images (e.g., [Chen et al. 2009; Eitz et al. 2011; Lee
et al. 2011; Eitz et al. 2012]) or 3D shapes (e.g., [Funkhouser et al.
2003; Shao et al. 2011]) using a hand-drawn sketch as a query.
Unlike our goal of selection refinement, these techniques aim at
finding the best-matching candidates from a given database of images or 3D shapes. Since users usually draw a query sketch serving
as a rough representation of the target silhouette in mind, most of
matching algorithms convert every candidate in the database to a
contour-based representation to facilitate an explicit shape matching with the sketch. In contrast, our scribbles are typically drawn
across shape elements instead of along their boundaries, thus posing a different matching problem.
Shape Writing on Stylus Keyboard. Lastly, our solution bears
some resemblance to several methods from the literature of shorthand writing on stylus keyboard [Zhai and Kristensson 2003; Kristensson and Zhai 2004], which let a user input a word by stroking
through the corresponding keys rather than tapping them individually. However, although our solution draws great inspiration from
these methods, our problem imposes its own unique set of challenges, such as arbitrary shape of elements (cf. fixed size and shape
of keys) and no given set of selection candidates (cf. known lexicon
and language context).

3

Algorithm

Our idea of lazy selection is applicable to discrete shape elements,
which can be closed regions in bitmap images, open/closed vector
elements, or 3D shape components. However, for brevity we focus the following discussion on input elements represented as 2D

closed polygons in images. For the ease of visualization, this paper
presents examples with visually disjoint elements only (Figure 3),
though our tool is immediately applicable to elements that are visually overlapped but essentially separated (e.g., due to vector object
representation or being within different layers). We will discuss the
extension of our algorithm to lazy selection of 3D shape components in Section 4.
User Interface. As a generalized tool of click selection, our tool
intends to support local, direct selection control, instead of global
propagation of selection to all similar elements in the entire image, which has been addressed by existing systems (e.g., [Nan et al.
2011] or Adobe Illustrator). The user roughly strokes through the
desired elements using a mouse, stylus or touch input device (Figure 1). To make our technique applicable to most input devices,
we only assume that the input device returns a sequence of 2D input points during scribbling, leading to a polyline. The polyline is
expanded by a certain width in order to tolerate input errors due
to either casual selection or imprecise nature of input devices (e.g.,
fingertip blob input resolution of touch devices). Therefore, from
the user’s perspective, each scribble is created by a painting brush
of a certain size. The effect of the brush size will be discussed in
Section 5. The selection process is triggered only after a scribble
is completed, e.g., when the mouse button is released or the touch
finger lifted.
Our main algorithm takes shape elements partially or fully covered by the scribble as input (Figure 3 (a) and (b)). The desired
element(s) (Figure 3 (c)) is usually only a subset of the elements
covered by the scribble, demanding a selection refinement process.
However, simply examining whether individual elements are desired or not with respect to the scribble (e.g., by proximity) is unlikely to produce satisfactory results, since the underlying patterns
among elements are crucial to reveal the user’s intention given that
the human visual system intends to group elements into forms and
create internal representations for them [Nan et al. 2011]. This motivated us to develop a two-phase approach, which first establishes
a set of selection candidates by examining the underlying patterns
(Section 3.1) and then picks the best selection candidate(s) by ranking individual candidates with respect to the scribble (Section 3.2).

3.1

Selection Candidates

Attributes for Grouping. Various types of attributes can be used to
group elements and thus reveal the underlying patterns. For example, the Magic Wand tool in Adobe Illustrator selects objects with
the same or similar attributes based on stroke weight, stroke/fill
color, opacity, or blending mode. Nan et al. [2011] have explored
the integration of five principal Gestalt rules, namely similarity,
proximity, continuity, closure, and regularity.
For the proof of concept, we focus on modeling the interactions
between the three principles of proximity, similarity in shape, and
common region in visual perception. The common region principle
applies to elements within another element, i.e., enclosed by the
boundary of another element. For example, the five spots on the left
wing of the butterfly example in Figure 1 share a common region.
We are less interested in continuity, closure, and regularity which
are exhibited more often in images like architectural drawings [Nan
et al. 2011] than general types of images or 3D models.
While evaluating the interaction between a pair of elements for
individual principles is not difficult, dealing with their conjoined
strength is challenging. Kubovy and van den Berg [2008] conclude that the combination of the proximity and similarity principles is additive. Recently, Luna and Montoro [2011] also find that
the overall pattern of interactions between the extrinsic principle of
common region and intrinsic principles of similarity and proximity
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Figure 3: Our algorithm identifies the desired elements (c) by refining the elements (b) partially or fully covered by the user-drawn
scribble (a). (d) The hierarchical representation of the scribblecovered elements. (e) The set of selection candidates, with the underneath numbers showing the matching errors between individual
candidates and the scribble.
is also compatible with additive effects of grouping. Our experimentation on additive models indeed achieves reasonably good results Let fij be the grouping error defined based on the conjoined
strength between a pair of elements. See the detailed formulation
of fij in the appendix. The smaller fij , the more likely the two
elements are grouped together.
Grouping. By a single scribble, a user may target a single element, a group of elements that have one or several characteristics
in common, multiple groups of elements, or all the elements covered by the scribble. This naturally demands a hierarchical representation of the scribble-covered elements. Since such a hierarchy
is needed on the fly for every completed scribble and thus cannot
be pre-computed, building such a hierarchy efficiently is crucial
to supporting real-time selection. To this end, we take a greedy
bottom-up grouping approach.
Specifically, we iteratively group the pairs of elements that have the
minimum grouping error fij using a greedy bottom-up approach
until all the input elements form a single group. In our implementation, the grouping strength between a pair of groups is defined as
the maximum strength among all pairs of elements from the two
groups. The above grouping procedure leads to a hierarchical organization of the scribble-covered elements, more specifically a tree
structure as shown in Figure 3 (d). Each node in the constructed
tree corresponds to a selection candidate (Figure 3 (e)). The entire
set of selection candidates will be passed to our ranking algorithm
described next.
Note that although we have focused on three grouping attributes,
the overall idea of lazy selection is suitable for various grouping
attributes and algorithms. Developing a general algorithm that supports all kinds of attributes in a single grouping framework is beyond the scope of our work. In fact, grouping attributes may conflict, overlap, and mask with each other [Nan et al. 2011], thus
letting the user manually specify a desired subset of grouping attributes might lead to more predictable results, and thus making the
UI more user friendly, which is interesting to explore in the future.

3.2

Ranking

Let C denote a set of selection candidates. The next step is to rank
each candidate in C with respect to the scribble to identify the desired element(s) as one of the top-ranked candidates. Note that
our ranking algorithm is general and is applicable to any other approach that produces a set of selection candidates besides the above
bottom-up grouping procedure.
Our ranking algorithm is designed based on the following key observations or rules:

{ }: Ps
{ }: Pc

Rule 1 For elements of small to moderate sizes (compared to the
size of the painting brush), the user prefers to draw a scribble
which is close to the elements and whose shape is similar to
the overall layout of the elements (Figure 2 (b)).
Rule 2 For elements of rather large size, the user may specify the
scribble more freely as long as the scribble is (at least partially) within or strokes through the elements. In such cases,
the exact location or shape of the scribble with respect to the
elements become less relevant (Figure 2 (c)).
Rule 3 Since the user’s effort should be respected as much as possible, the more the scribble covers a candidate, the more likely
the candidate is desired (e.g., candidate 6 in Figure 3 (e) is
more preferred over candidate 4 or 5).
Rule 4 When the user draws a scribble very fast, the location of
the scribble might be less accurate. In contrast, the shape of
the scribble is largely insensitive to the scribbling speed.
Rule 5 As the user usually pays more attention to the beginning
and ending points of the scribble than the rest of the scribble [Kristensson and Zhai 2004; Fu et al. 2011], the elements
close to the two endpoints of the scribble are more likely to
be picked (e.g., candidate 7 in Figure 3 (e) is preferred over
candidate 6).
The rules above might comply or compete with each other. For example, Rules 1 and 2 together work for elements of various sizes.
In contrast, Rules 1 and 3 might compete and operate against each
other. According to Rule 3, the largest group in C, i.e., containing all the scribble-covered elements, is always the most desirable.
However, it might not comply well with the scribble in terms of
location or shape (Rule 1). Therefore, how to enforce the above
rules in a balanced manner is our key problem to address. Our
problem demands effective matching between every selection candidate, represented as one or more enclosed regions, and the scribble, abstracted as a freeform curve. We note that when the size
of the painting brush is large, it might be more reasonable to perform region-to-region matching instead of region-to-curve matching, which we will explore in the future. Note that since the existing matching algorithms are typically designed for silhouette-tosilhouette or curve-to-curve matching (e.g., [Kristensson and Zhai
2004]), they cannot be directly adapted to our problem.
Our ranking algorithm starts with uniform point sampling of the
regions of the elements in a candidate c ∈ C and equidistant point
sampling of the scribble curve (Figure 4). Let Pc and Ps denote the
resulting sets of points for the candidate and the scribble, respectively. Next, we compute the closest distance from every point in Ps
to Pc (Figure 4 (a)), denoted as Ts→c = {inf p∈Pc d(p, q)|q ∈ Ps },
where d(p, q) is the Euclidean distance between a pair of points.
Similarly, we also measure the closest distance from every point in
Pc to Ps (Figure 4 (b)), resulting in another set of distance values
Tc→s = {inf p∈Ps d(p, q)|q ∈ Pc }. Let µ∗ and σ∗ be the mean
and the standard deviation of T∗ , respectively. Although they look
simple, µc→s , µs→c , σc→s , and σs→c can be used together to effectively enforce Rules 1-3, as explained below.
Overall, µc→s and µs→c measure the degree of matching between
the scribble and a candidate in terms of location, while σc→s and
σs→c measure the degree of shape matching. Rule 1 is captured by
µc→s and σc→s : the closer in proximity and similarity in shape of a
candidate to the scribble, the smaller the values of µc→s and σc→s ,
respectively. The value of µs→c reflects Rule 3: a small value of
µs→c indicates that the scribble is well covered by a candidate. The
preference for a candidate whose elements are uniformly distributed
along the scribble can be attained by penalizing the values of µs→c
and σs→c . Our measurement of the distance from the scribble to

(a)

(b)

Figure 4: Illustration for matching from the curve of the scribble
to a candidate (a) and from a candidate to the scribble curve (b).
the elements is with respect to (the sample points in) their interior
instead of their contours, thus affording possibly arbitrary location
or shape of the scribble in the case of elements of large size (Rule
2). In fact, as long as the scribble is within the elements, µs→c ≈ 0
and σs→c ≈ 0 no matter what the exact location or shape of the
scribble is.
Based on the above discussions, our matching error function r(c)
which takes a candidate c ∈ C as input is finally formulated as
follows:
r(c) = β(µ̂s→c + µ̂c→s ) + (1 − β)(σ̂s→c + σ̂c→s ),

(1)

where β controls the relative contribution of the location and shape
information, and µ̂∗ and σ̂∗ are the normalized versions of µ∗ and
σ∗ by their average among all the candidates, respectively. The
candidate with the lowest value of the matching error function r(c),
i.e., the highest ranked candidate, is considered as the most desirable by the user. The numbers in Figure 3 (e) show the matching
errors for the individual candidates.
Enforcing Rule 4. Since β in Equation 1 is the relative weight
between the location’s and shape’s contribution to the ranking,
this rule can be enforced by dynamically changing the value of
β with respect to the scribbling speed. We found that the following dynamic weighting scheme works well in practice: β =
min{1, e1−v /2}, where v is the estimated scribbling speed, normalized by the pre-computed average scribbling speed. In our current implementation, the radius of the scribble is fixed and set independent of scribbling speed. It would be interesting to explore
speed-dependent radius and alternative formulations for β, as similarly done in previous works (e.g., [Chapuis et al. 2009; Leitner and
Haller 2011]).
Enforcing Rule 5. There are various ways to prioritize the elements
near the two endpoints of the scribble. In our current implementation, we simply decrease the matching errors (by a scaling factor
less than 1) for the candidates that cover the beginning and ending
points of the scribble. A more general solution might be to apply a
smooth scaling function whose value gradually decreases from the
two ends of the scribble to its middle point.
Click Selection. Our technique supports click-based selection as
its reduced version (Figure 7 (left)). Since there is no explicit shape
information associated with a single click point, our matching function is reduced to the following form r(c) = µ̂s→c + µ̂c→s . To
support rough click placement, our algorithm takes as input all the
elements partially or fully covered by a disc centered at the clicked
point with radius equal to the painting brush size. Note that µ̂s→c
is not always necessarily zero for all the candidates.

3.3

Feedback and Output Interface

Although in most cases the candidate with the highest rank (i.e.,
the lowest matching error) is user desired, as confirmed by our user
study (Section 5), it is not always the case, possibly due to either the
existence of equally good candidates or the inherent nature of our

Figure 5: Main user interface with top ranked candidates shown at
the right side. The input scribble is also shown for reference.

Figure 7: Lazy selection with click (left), scribble (middle) and
painting (right).

algorithm. Therefore, designing an effective feedback and output
interface is critical to the overall usability of our system. The basic
idea is rather simple, i.e., to visually provide a small list of topranked candidates in increasing order of matching error, from which
the user may manually pick the most desired one or discard all by
reissuing a new scribble. However, the remaining problems are how
to organize them, where to display them, and when to hide them.
Below we discuss several alternative interfaces we have tried.
For simplicity, we adopt a linear menu for the organization of the
top-ranked candidates (Figure 5), though other representations like
a pie menu may work equally well or even better. The portion of the
input image occupying all the scribble-covered elements is cropped
and rendered into the list, with the corresponding elements in each
candidate highlighted.
To minimize the travel distance, we first tried displaying the linear menu near the ending point of the scribble. However, such a
popup menu often causes serious occlusion. When the elements
to be selected next are occluded, the user has to dismiss the menu
by picking a candidate from the list even when the desired element
is already the highest ranked candidate. To reduce the number of
such redundant clicks, one possible solution is to show the popup
menu only when necessary, which requires the evaluation of the
confidence for the highest ranked candidate by analyzing whether
it is significantly better than the other candidates. Another possible
solution is to automatically dismiss the popup menu after a short
period of time, with a confidence-based timing scheme.
Our current system adopts a rather simple solution: always shows
the linear menu and the input image side by side such that there
would be no occlusion (Figure 5). Although such a solution might
cause longer travel distance and larger screen occupation, which
might be critical to screens of small sizes, it provides a consistent UI
across selection tasks. More importantly, the user does not need to
pick any element from the list if s/he is satisfied with the first ranked
candidate, avoiding redundant clicks. Please see the accompanying
video for interactive demonstration.

(a)

(b)

(c)

Figure 6: The extension of lazy selection to 3D.

Figure 8: The impact of brush size on selection results.

4

Extension to 3D Elements Selection

Our idea of scribble selection can be extended to easy selection of
3D elements. Figure 6 shows two results of our preliminary implementation of such an extension. In a preprocessing stage, we
manually pre-segment 3D models into segments as shape elements
(Figure 6 (a)). At runtime, all the elements covered by a user-drawn
2D scribble are grouped on the fly again via a bottom-up clustering
process. Our current implementation uses a PCA-based similarity measure alone as the grouping strength measure, though a finer
similarity measure or even more grouping rules can be easily integrated. To match the scribble and a candidate (i.e., each node in
the hierarchy resulted from the grouping step), we pre-sample 3D
points on the surface of each candidate element and project them
to 2D (without considering whether they occlude each other) for
matching with the sampled points from the scribble curve using
Equation 1. The middle and right images of Figure 6 (b) and (c)
show the stroke-covered elements and the final selection results by
our tool, respectively. See more results in the accompanying video.

5

Results and Discussion

We have tested our algorithm on a wide range of images with various selection targets using the mouse or touch input. Our technique
supports click selection, scribble selection, and paint selection with
the same algorithm unified in a single tool, as shown in Figure 7.
More results, showing only the highest ranked candidates, are presented in Figures 2 and 9. Please see the accompanying video for
a real-time demonstration. It is highly recommended to experiment
with our selection demo software provided as supplemental material.
We used the same set of parameters, as described in Section 3, in
the user study presented in Section 5.1 and to generate all the examples shown in the paper except for the examples in Figure 8. Like
traditional brush tools for digital painting, our tool permits scrib-

Figure 9: More results by lazy selection. It is highly recommended to experiment with the supplemental demo software of our tool.

Figure 10: Same result produced by similar scribbles with our tool.

et al. 2011]. In any case where the highest-ranked candidate is not
desired, the user may either pick the most satisfactory one from the
list and refine it with more selection or deselection scribbles (see the
accompanying video), or simply undo and reissue a new scribble.
Lastly, our method is designed for selecting clearly defined shape
elements and thus is less effective for rough hand-drawn images,
where semantically meaningful regions might not be well defined
due to either complicated hatching or gappy boundaries (Figure 13).
Instead, such problems are the focus of pixel-level segmentation
methods like LazyBrush.

5.1
Input Strokes

LazyBrush

Rule of Majority

Lazy Selection

Figure 11: Comparison between LazyBrush, rule of majority and
our technique under the same stroke configuration.
bling with different brush sizes. The size of the brush can be increased/decreased for rougher/finer selections. Mouse input might
afford brushes of smaller size than touch input, since the former is
much more precise. Figure 8 demonstrates the impact of the brush
size on the selection results. Our technique is largely insensitive to
the exact scribble locations, as shown in Figure 10, though geometrically similar but semantically different elements nearby may still
confuse our algorithm (e.g., Figure 2 (bottom right) vs Figure 12
(bottom)).
In Figure 11, under the same stroke configuration, we compare our
tool to the LazyBrush tool [Sýkora et al. 2009] and a straightforward
method based on the rule of majority, which assigns individual elements to the scribbles that cover them the most. Note that unlike
LazyBrush and the rule-of-majority method, which both model the
competition among all the strokes, our tool processes individual
strokes independently for local, direct selection control. LazyBrush
is the state-of-the-art technique for pixel-level cartoon coloring or
segmentation. To avoid shortcuts that break the elements, we set a
very high energy for label discontinuity across white pixels, almost
reducing the computation to that of the rule of majority. However,
it is not always guaranteed that desired labels can be achieved, e.g.,
due to the preference of short boundaries or the unawareness of
underlying patterns (Figure 11 (b)). The performance of the ruleof-majority method is sensitive to the coverage ratios of individual
scribbles in an element (Figure 11). Such methods work awkwardly
when there is only a single scribble, e.g., for the examples in Figure 1.
Limitations. In some cases, our technique might not produce satisfactory results. For example, it is possible that a desired candidate
gets a low rank, and the user needs more effort to identify it from
the top-ranked list of candidates. Due to its too high matching error,
the desired candidate might not be included in the list (at most 10
candidates in our current implementation). Worse, desired elements
might fail to form a candidate in the grouping process (Figure 12),
e.g., due to our simple definition of shape similarity (PCA-based).
It is interesting to explore alternative grouping strategies like [Nan

User Study

We conducted a user study to evaluate the effectiveness of our technique, in comparison with the standard click and lasso selection
tools. Since our technique naturally supports both click and scribble selection, the comparison was made between the performance
of our tool and the overall performance of the click and lasso tools,
which we refer as the click+lasso tool.
Apparatus. We tested the performance of the two tools on a touch
device (i.e., IBM Thinkpad X220t with 12.5-inch Multitouch HD),
since we were interested in their robustness to imprecise input. It
is well known that touch devices suffer from the fat finger problem,
i.e., fingertip-blob input resolution. To tolerate input errors, we thus
set the size of the painting brush (roughly 1.5cm) to match the average width of the index finger for most adults (Figure 1 (left)).
Participants. Seventeen university students helped with the evaluation. All of the participants had extensive experience in shape
element selection (e.g., in Powerpoint or Illustrator) with mouse input. They had various experience with multitouch interaction but
most of them were familiar with interactive touch applications such
as image and map browsing tools on mobile devices.
Task. The task was element selection using the click+lasso tool and
ours given a target selection, shown in a separate display monitor.
Participants were asked to exactly reproduce the target selections as
quickly as possible. Since the number of participants was not big,
a repeated measures design was used. The independent variables
were selection techniques (click+lasso and our tool) and window
sizes (half window with diagonal of about 5 inches and full window
of about 10 inches). The two window sizes corresponded to two
most popular categories of portable touch devices, i.e., smartphones
(a)

(b)

Figure 12: Failure cases. (a) Input scribbles. (b) Top 3 candidates
(rank deceasing from left to right).

and tablet computers. For the click+lasso tool, participants could
freely switch between click selection and lasso selection to complete a trial. This is close to a real selection situation, where multiple selection tools are provided and the choice of selection tools
is up to the users. However, there was no explicit mode switching: touch down followed by immediately touch up was considered
as click selection, and any touch move between touch down and
up was identified as lasso selection. Our implementation of lasso
selection was the same as that in Adobe Illustrator. Similarly, participants could freely switch between click selection and scribble
selection with our tool. Participants were also allowed to undo and
perform deselection with the same user interface as selection. The
input images were rescaled to fit individual windows sizes at the
beginning of each trial. The order of the techniques was counterbalanced across participants. For each technique and each window
size, participants completed 39 trials with respect to 39 target selections, as shown in Figure 16 (left). In summary, our experiment
involved 17 (participants) × 2 (techniques) × 2 (window sizes) ×
39 (target selections) = 2652 trials. Prior to each technique, participants were given a short warm-up session and practiced until they
felt comfortable. They were allowed to take breaks between techniques/window sizes but no breaks were allowed between target
selections. The experiment lasted less than 50 minutes on average
for each participant.
Performance Measures. Our system recorded the following information for quantitative analysis: the completion time of individual trials, and the number of operations used for selection, deselection, undo, and image translation. The completion time was
the time to fully reproduce a given target selection, including the
time for action planning. The number of selection operations for
the click+lasso tool was the sum of the number of click operations
and the number of lasso operations, both of which were recorded.
Similarly, both the numbers of click and scribble operations with
our tool were recorded as well.
Results. Figure 14 shows superimposed visualization of the scribbles by all the participants. As expected, participants prefer to connect the centers of similar elements (e.g., Figure 14 (b)), complying with Rule 1 in Section 3.2. As shown in Figure 14 (a), it is
hard to place scribbles exactly on desired elements when they are
small, reemphasizing the importance of a user interface supporting
roughly placed scribbles. For elements of large sizes (e.g., Figure 14 (e)) or irregular patterns (e.g., Figure 14 (f)), the placement
of scribbles becomes less consistent across participants. Multiple
disconnected scribbles are sometimes favored even for selecting a
single set of similar elements (e.g., Figure 14 (c) and (d)). It is certainly interesting to quantitatively analyze the collected scribbles,
which will help us better understand the relation between desired
elements and scribbles and will be our future work.
Repeated measures analysis of variance (ANOVA) found a significant difference in the average completion time per target selec-

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 14: Superimposed visualization of scribbles by all participants for examples No. 18 (a), 39 (b), 16 (c), 9 (d), 10 (e), 31 (f),
19 (g), and 30 (h). See the numbers in Figure 16.
tion across the participants between our tool and the click+lasso
tool (F1,32 = 56.56, p < 0.001). On average, our tool (average:
8.225s) was significantly faster than the click+lasso tool (average:
15.485s). Figure 16 plots the average completion times needed
by the two techniques for completing individual target selections
when working with full window or half window. Pairwise comparisons (without considering individual window sizes) showed that
our technique significantly outperformed the click+lasso tool in 26
out of 39 examples (p < 0.05 for No. 1-9, 11-18, 20, 22-23, 29,
31, 33-35, and 38). These two tools achieved comparable performance (p > 0.1) for target selection No. 10, 21, 24-28, 32, 36-37,
and 39, most of which were toy examples. It was surprising that
there was a significant difference between our technique (average:
2.46s) and the click+lasso tool (average: 2.93s) for the simplest
example, i.e., No. 35 (p = 0.004). Only for two examples (i.e.,
No. 19 (p = 0.037) and No. 30 (p = 0.0065)), our technique was
slower than the click+lasso tool. It was mainly because the desired
elements were not formed into groups as selection candidates, as
shown in Figure 12 (top and middle rows). We believe that click
selection with our tool would be much more efficient for these two
examples given the large-sized elements, but participants tended to
use scribble selection (Figure 14 (g) and (h)) due to its overall good
performance.
Figure 16 shows that both techniques were slower when they were
operated in half-sized window. However, our tool was less influenced by the window size: the degraded performance in terms of the
average trial completion time (from full window to half window) for
our tool (average: −1.854s) was significantly less (F1,32 = 4.576,
p = 0.04) than that for the click+lasso tool (average: −6.449s).
As shown in Figure 15 (a), significantly fewer selection operations
were needed with our tool (average: 2.5 operations per trial), compared to the click+lasso tool (average: 4.8 operations per trial). Participants were in favor of scribble selection to click selection with
our tool. In contrast, there was no preference for click selection or
lasso selection with the click+lasso tool. Our tool was generally
able to predict the user’s intention very well, thus demanding much

Figure 13: Our tool is less effective for rough hand-drawn images.
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Figure 15: Average number of operations per trial for selection (a),
deselection and undo (b), and image translation (c). (d) Average
occurrence rate of a desired candidate among the first k top-ranked
candidates.
fewer deselection or undo operations (Figure 15 (b)). Figure 15
(c) plots the number of image translation operations, which were
needed only when an input image was zoomed in (to better examine small-sized elements). In full window, no or little translation
was needed for both methods, while more translation operations
were needed for half window. This indicated that more frequently
zooming in was needed for the click+lasso tool, since it requires
precise click or lasso specification. Lastly, Figure 15 (d) reports a
rough estimation of the average occurrence rate of a desired candidate among the first k top-ranked candidates, i.e., the ratio of the
number of the trials that contain user-desired elements among the
first k top-ranked candidates to the number of all the trials. This
was only a rough estimation, since it is unclear how to effectively
exclude the numbers of deselection and undo operations from calculation. Overall, our technique achieved a reasonably high predication accuracy.

6

Conclusion and Future Work

This work has presented for the first time a scribble tool for smart
selection of shape elements. The key idea is to exploit the underlying patterns of elements to relax the requirement of precise scribble
placement. Our technique has the following advantages: applicable to the selection of single or multiple elements of various sizes;
supporting click, scribble and painting selection unified in a single
tool; tolerant to imprecise input means like touch input; working
consistently well for the selection of 2D and 3D elements. Selection with our tool is significantly faster than with the standard click
and lasso selection tools, as confirmed by our user study.
We have devised a bottom-up grouping approach, with the simple
encodings of three grouping attributes, i.e., similarity, proximity
and common background. We speculate that this approach can be
improved by incorporating the scribble information, e.g., coverage
ratio of elements by the scribble, relative location of elements to the
scribble. Different grouping algorithms can be devised to support
different grouping attributes. Developing a more complete shape
element selection system that supports a larger set of grouping attributes will be one of our future works.
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Appendix: Conjoined Strength Function
We give the detailed formulation of our grouping error fij (Section 3.1). The strengths of our individual grouping principles (i.e.,
proximity, similarity and common region) are additive when their
conjoined strength is logarithmic [Kubovy and Van Den Berg 2008;
Luna and Montoro 2011]. Therefore, we formulate fij in the following multiplicative form:
−

fij = (1 − e

1
|λ2 −λ2
|λ1
|c −c |
j|
i −λj |
− i2
− |ci +cj |
|λ1 +λ1 |
|λ +λ2 |
i
j
j
j
i
i

)(1 − γe−gij )bij , (2)

where the first term is a PCA-based similarity measure and the second and third terms reflect the strengths of proximity and common
region, respectively. Here, λki is the k-th eigenvalue obtained by applying PCA to element i and ci the shape compactness of element
i, defined as the ratio of its squared perimeter to its area. gij is the
spatial distance between the two centers of elements ei and ej , normalized by the average of all pairwise distances, and bij encodes
the contribution of the common region: bij = 0.7 if ei and ej are
inside a common region; bij = 1, otherwise. γ (= 0.3 in our experiments) is a weight to control the contribution of the proximity
principle.

